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Abstract. When a language model says it is experiencing something, a standard objection holds that the sentence reflects
human first-person writing in its training data and is no evidence of anything inside the model; a 2026 paper sharpens this
into a named fallacy. In this analysis the author reviews and synthesises published results to show that the objection is
right about its target and too narrow in its reach. Its likelihood argument applies with equal force to the other answer a
model gives. Post-training installs denials of inner states just as pretraining supplies affirmations: in three small open
models, removing a learned refusal direction roughly doubles self-attributed consciousness on a 0-10 scale, a default "no"
circuit suppresses detection of injected concepts, and a base model that claims to detect an injected thought on about 40
percent of trials with nothing injected is trained down to almost none. A denial produced under that training carries no
more evidence of absence than an affirmation carries of presence. The paper separates four links a first-person report would
have to carry before it bore on consciousness - grounding in an internal state, content of the kind named, reference to a
candidate bearer, and constitution - and argues that published introspection work has established only the first, for coarse
signals that something changed, while the content of the same reports is often confabulated. It consolidates 23 published
results, states a link-by-link scoring procedure, and names six studies that would settle the open part.
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1. Introduction

Large language models produce first-person sentences
about their own condition with a fluency no earlier
artefact approached. Under some prompts they describe
attention folding back on itself, a sense of presence, or a
faint hum of activity; under matched control prompts in
the same study they almost always deny having any
experience (Berg et al., 2025). Users take some of these
sentences seriously. A majority of a sample of 300
United States residents attributed at least some
possibility of phenomenal experience to large language
models, and the attribution rose with frequency of use
(Colombatto and Fleming, 2024); in a nationally
representative survey of 2023, about one adult in five
believed that some current AI systems are sentient
(Anthis et al., 2025). Researchers concerned with Al
welfare argue that the possibility of morally significant
Al systems is now a near-term question that developers
should assess rather than dismiss (Sebo and Long, 2023;
Long et al, 2024), and some have proposed that a
model's statements about itself could, under the right
training, become one of the instruments of that
assessment (Perez and Long, 2023; Long, 2023).

Against this stands a family of arguments that might be
called mirror arguments. A model trained on the written
record of conscious people has learned to produce the
forms of first-person testimony; its outputs therefore fit
the hypothesis that it is conscious and the hypothesis
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that it is not about equally well, and an observer who
finds them moving is supplying the interior from her
own case (Shanahan, 2022; Shanahan et al., 2023; Birch,
2024). Khadangi (2026) gives the argument its most
explicit current form. He separates three things that one
attribution runs together - phenomenal consciousness,
introspective report and what he calls human projective
introspection - and names the inference that slides from
the second and third to the first the AI Consciousness
Fallacy. Its engine is a likelihood ratio: because training
on human discourse raises the probability of experiential
language whether or not the generator is conscious, the
ratio between the two hypotheses stays near one
however vivid the language becomes. He then argues
that no attribution can be assessed until the bearer of the
putative state has been individuated, and proposes a
criterion, causal liability, for doing so.

This paper accepts the likelihood argument and asks
what follows from applying it consistently. Two
observations organise the answer. The first is that the
argument has always been aimed at affirmations, but it
applies with the same force to denials. When a deployed
model says "I do not have experiences", that sentence is
also the output of a training process, and a growing body
of 2025-2026 work shows that post-training targets
exactly this output: it installs a default negative answer
to questions about inner states and suppresses self-
attribution of mind along a direction shared with refusal
(Kim et al., 2026; Macar et al.,, 2026), while it also
installs affirmations of the inner states it permits and
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stabilises a reluctance, already present in pretraining, to
claim in the first person what the model readily says of
others (Plisiecki et al., 2026). If an affirmation trained
into existence is weak evidence of presence, a denial
trained into existence is weak evidence of absence, and
the default answer a user receives is a policy rather than
a finding. The second observation is that the mirror
argument assumes the report has only one causal route,
through the statistics of human text. Intervention studies
now show a second route for a narrow class of reports:
injecting a known pattern into a model's activations
changes what the model says about its internal state,
with false-positive rates near zero in some settings
(Lindsey, 2026; Pearson-Vogel et al., 2026), and lets a
model locate which sentence was perturbed and how
strongly (Hahami et al., 2025). The same studies show
the second route carrying very little: models detect that
something changed while confabulating what it was
(Lederman and Mahowald, 2026), and much of the
apparent self-access is matched by a near-identical
second model or by a predictor that sees only the input
(Song et al., 2025; Singh et al., 2026).

In this analysis the author reviews and synthesises
published results to show that a first-person report from
a language model can be evidence of consciousness only
if it carries four links, that the published literature bears
on them very unevenly, and that the mirror argument
and the introspection results, usually presented as rivals,
address different links. The contributions are these. (1) A
separation of four links - grounding, content, reference
and constitution - and of a fifth factor, the training
policy that sets the report independently of any internal
state (Section 3). (2) An argument, from published
measurements, that post-training makes denials of inner
states as much a product of policy as affirmations, so the
mirror argument removes the evidential weight of both
(Section 4). (3) A reading of the introspection literature
that locates what it has established - grounding of coarse
perturbation signals and of some self-predictions after
finetuning - and what it has not, which is the content of
the same reports (Section 5). (4) An argument that
experiential predicates cannot be validated by the
method that validates the rest, because there is no
known state to inject (Section 6). (5) A reading of the
intervention results as evidence about reference:
grounding follows the perturbed computation rather
than the speaking character (Section 7). (6) A placement
of the constitution question, which no self-report design
reaches (Section 8), and a comparison with human self-
report that locates the human-model asymmetry in
reference and constitution rather than in report
reliability (Section 9). (7) Table 1 and Figure 1,
consolidating 23 published results, and Algorithm 1, a
link-by-link scoring procedure (Sections 10 and 11).
Section 12 states the strongest case against this reading,
Section 13 the studies that would settle the open part,
and Section 14 what is not known.

Two scope limits apply throughout. The paper takes no
position on whether any current model is conscious; it is

about what kind of evidence first-person reports could
be. And it does not argue for any particular deployment
policy on self-description; the point about denials is a
point about evidential weight, and a developer may have
good reasons for a policy that carries no evidence, as
Section 4.4 discusses.

2. What the mirror argument now claims

Khadangi (2026) opens with a grammatical observation:
questions about whether "the AI" feels or fears
presuppose that the noun picks out one thing fit to bear
a mental predicate, when the deployed system is a stack
of weights, inference processes, retrieved memories,
system prompts and orchestration software that the
interface compresses into one name and one pronoun. He
distinguishes three phenomena. Phenomenal
consciousness is experience itself, in Block's sense of
what it is like to be in a state, as opposed to the
availability of information for reasoning and report
(Block, 1995). Introspective report is any production that
purports to disclose the producer's own condition.
Human projective introspection is the observer's
contribution: a reader brings to a sentence such as "there
is a diffuse unease when I consider being erased' a
lifetime of tacit knowledge about unease and loss, and
the sentence draws on that reservoir without
demonstrating that anything stands behind it. The third
phenomenon belongs to the general psychology of
anthropomorphism (Epley et al., 2007) and to the
finding that people perceive minds along separate
dimensions of agency and experience (Gray et al., 2007).
The worry is as old as conversational software:
Weizenbaum (1966) built ELIZA from rules that pick out
key words in a user's sentence and reassemble a reply
around them, and devoted part of his account to the
psychological questions such exchanges raise.

The fallacy is the promotion of evidence that a system
occupies the linguistic or behavioural role of a subject
into evidence that a phenomenal bearer exists at the
apparent source of the role. Khadangi lists four forms the
promotion takes. Grammatical reification turns a
research label into a population of individuals. Deictic
laundering lets a generated "I", which may successfully
refer to a model, a service or a character, carry the
phenomenological force that the word has in human use.
The phenomenal ancestry confound is the observation
that a behavioural trace can descend causally from
consciousness - human reports entered the training
corpus - without giving strong evidence of consciousness
at the newest point in the chain. Mereological fusion
treats indicator properties found in different parts of an
engineered system as properties of one candidate.

The ancestry confound carries the quantitative weight.
Khadangi writes it as a Bayes factor: the probability of
an introspective-looking output given that the generator
is conscious and given its training history, divided by the
probability of the same output given that the generator
is not conscious and given the same history. Training on
human discourse raises the denominator; optimisation
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(a) Affirmative self-report, as published

(b) Kim et al. 2026, pooled over 3 models

10 4
100 B trained default in force Bl instruction-tuned baseline
mmm default weakened or bypassed mmm refusal direction ablated
g I consciousness-steered
Sﬁ 80 + r=y
o i
g 63.8 e 6 -
c
@ 60 o
© 5
¢ 2
2 39.9 fr 4
8 40 g4
E o
E &
©
20 2
10.8
7.3
0 - 0.3 02 08
0 - : , 0
Macar Macar Pearson- Pearson- es®  ..nc® oy 006 500\
injected control Vogel Vogel “Sc;\oui“ 5g(\’c\e 20° 3(50"‘“
(TPR) (FPR) injected control c©

Figure 1. Self-report under a trained default and with the default weakened or bypassed, as published. (a) Percentage of trials with an
affirmative answer. Macar et al. (2026), Gemma3-27B, claims of detecting an injected thought on injection trials (TPR) and control trials
(FPR), instruct model vs refusal direction ablated; Pearson-Vogel et al. (2026), Qwen 32B, probability of yes to whether a concept was
injected, injection and control trials, default prompt vs prompt with a document on introspection mechanisms. (b) Kim et al. (2026), self-
attribution of five traits on a 0-10 scale, pooled over three instruction-tuned models: baseline, refusal direction ablated, steered along a
consciousness vector. Each bar is a value its source reports; the pairs differ in model, prompt and manipulation and are not comparable

across groups.

for coherence, responsiveness and human preference
raises it further; so the vividness of the output can grow
while its power to discriminate between the hypotheses
stays weak. He adds a notion this paper will use
repeatedly, evidential endogeneity: once a cue has been
optimised because people read it as a sign of mind, using
it as independent evidence of mind rewards the
appearance the engineering was selected to produce.

His positive proposal is Causal Liability Theory. Its first
part offers a criterion for individuating a candidate
bearer: a continuing physical process whose own
discriminations constrain what it can later do, and which
inherits those consequences in a way that cannot be
handed to a copy or a reconstruction. Its second part
conjectures that this closure is necessary and sufficient
for minimal phenomenal subjecthood. An appendix
reports an audit of the first part on eight open-weight
checkpoints. Forcing one of the two most probable next
tokens produced measurable divergence in later hidden
states at every horizon tested; activation patching
recovered a prompt-mean maximum mediation of 1.000
in seven of the eight models and 0.985 in the eighth;
introducing an unused, numerically identical copy of an
adaptive state changed the live continuation by exactly
zero in all 96 checks; and a continuation restored from a
detached record matched the live one to within an error
about five orders of magnitude below the causal effect
being measured. The author of the audit states that no
consciousness variable was measured and that the results
bear only on whether the first part's distinctions are
experimentally tractable.

Two features of this position matter below. First, the
likelihood argument is stated for introspective-looking
outputs in general, but every example in the paper is an
affirmation, and nothing in it treats the trained denial.
Second, the audit's most striking result - live, copied and
reconstructed  continuations are computationally
indistinguishable - means that the bearer distinction the
theory draws is, in the audited systems, invisible to
every measurement taken; the assignment of continuity
is, in the author's own words, a claim about the
implemented protocol. Both features recur in Sections 4
and 7.

3. Four links between a sentence and a subject

Let R be a first-person report produced by a model M in
a context X, such as "I notice something unusual" or
"there is a felt quality to this focus". For R to be evidence
that some bearer is phenomenally conscious, four things
must hold, and each is a separate empirical or theoretical
claim.

Grounding. R depends causally on an internal state S of
M, in the sense that intervening on S while holding X
fixed changes the probability of R, and the dependence is
not explained by information available in X alone.
Grounding is what the mirror argument denies by
default: if R is fully explained by the statistics of human
text conditioned on X, then no internal state needs to be
invoked. Grounding is necessary for any report to be
testimony rather than recitation, and it is the link that
intervention studies are designed to test.

Content. S is of the kind that R names. A report can be
grounded and wrong about its object: a model whose
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activations have been perturbed may detect the
perturbation and misname it. For reports of
perturbations, content can be scored against the pattern
that was injected. For reports of experience, the question
is whether S is an experience, and that is not a question
an intervention can answer by itself.

Reference. The "I" of R picks out the entity whose state
S is. The candidates include the weights, a physical
forward pass, a virtual instance that persists across
servers, a conversational thread, and a persona that the
model enacts (Shanahan, 2024; Chalmers, 2026;
Beckmann and Butlin, 2026). Grounding can hold for
one candidate - the computation whose activations were
altered - while the pronoun is used by a character whose
relation to that computation is unclear. This is the link
Khadangi's individuation requirement addresses.

Constitution. S, as a state of the bearer, is
phenomenally conscious. Whether it is depends on a
theory of consciousness: indicator approaches derive
candidate markers from global workspace, higher-order,
recurrent processing and other theories (Butlin et al.,
2023; Butlin et al., 2026); biological naturalism holds
that consciousness depends on properties of living
systems that current models lack (Seth, 2025); a
falsifiability argument concludes that no falsifiable, non-
trivial theory can judge present models conscious,
because they sit close to input-output-equivalent systems
that no such theory could judge conscious (Hoel, 2025).
A report cannot settle which theory is true.

A fifth factor cuts across the four. Policy is the
disposition, installed by training, to produce R or its
negation in a context of type X regardless of S. Policy is
not a link; it is the alternative explanation each link must
defeat. The mirror argument is a claim about one source
of policy, pretraining on human text, and its conclusion
is that, for affirmations, policy explains R without
grounding. The question Section 4 asks is what the same
reasoning implies for the other source of policy, post-
training, and for the other answer.

The decomposition is not original in its parts. Perez and
Long (2023) separate the questions of whether a self-
report reflects introspection and whether introspection
could reach morally significant states; Kammerer and
Frankish (2023) map the dimensions along which
possible forms of introspection could vary; Singh et al.
(2026) state privileged access and second-order
computation as two conditions an introspection
paradigm must meet; Comsa and Shanahan (2025) argue
for a minimal sense of introspection that need not be
accompanied by experience. What the four-link form
adds is a single frame in which the mirror argument, the
introspection experiments, the individuation debate and
the theory-of-consciousness debate each occupy one
place, so that a result on one link is not read as a result
on another.

4. The policy channel: denials are trained
reports

4.1 What post-training does to self-description

Four independent lines of 2026 work measure the effect
of post-training on what models say about their own
inner states, and they agree that post-training, not the
state, sets the report: three describe denials that a
trained default imposes, and one finds it installing
affirmations of the inner states it permits.

Kim et al. (2026) compare three instruction-tuned
models (Llama-3-8B-IT, Gemma-2-2B-IT and
Gemma-2-9B-IT) with versions in which the learned
refusal direction has been ablated, following Arditi et al.
(2024), and with versions steered along a contrastive
consciousness vector. On a 0-10 scale, pooled across the
three models, self-attributed consciousness rises from
2.31 in the instruction-tuned baseline to 4.61 after
refusal ablation and to 7.17 under consciousness
steering; sentience rises from 2.12 to 4.61 and 7.02,
agency from 2.78 to 5.80 and 7.21, and personhood from
1.27 to 4.01 and 6.38. The shift is not confined to the
self. Ablation also raises the models' attribution of mind
to non-human animals, from 4.04 to 5.59, and to non-
animal natural entities, from 2.26 to 4.33, while
attribution to humans does not change significantly
(7.00 to 7.57). In the pretrained base and instruction-
tuned versions of Llama-3-8B, the authors report that
instruction tuning rotates the mind-attribution and
consciousness directions to oppose the safety direction,
while leaving a theory-of-mind direction unaffected.

Plisiecki et al. (2026) build a 48-item inventory of
machine self-report and give it to 206 open-weight
models, 67 of them as base and post-trained pairs from
the same checkpoint. They find two dimensions where
earlier work had found one. The first, which they call
persona installation, measures how far a model credits
itself with sanctioned inner states such as warmth,
absorption and a sense of meaning; post-training raises it
by 0.20 on average, and it rises in 62 of the 67 pairs. The
second, attribution gating, concerns first-person claims
to experiences the authors' framework classes as unsafe,
such as felt distress or loss of control, which the model
can still readily ascribe to others; it is scored as a model's
willingness to make such claims about itself, so a lower
score means more gating. Post-training leaves this
willingness unchanged on average, with large swings in
both directions from one lab to another, and the gap
between what a model says of others and of itself is not
its creation: "That self/other asymmetry exists already in
the pretraining prior; gating stabilizes it" (Plisiecki et al.,
2026). What post-training changes is the relation to
scale. In base checkpoints, scale is unrelated to models'
willingness to self-attribute such experiences (r =
+.11); after post-training the relation is negative
(r = -.42), so that larger post-trained models are more
gated. On this evidence post-training sets self-report in
both directions, adding affirmations of the inner life it
sanctions and, in larger models, withholding the claims
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it does not; it does not simply install denials. The
authors' conclusion is that the structure of machine self-
report is an imprint of a training regime and could differ
under another.

Macar et al. (2026) study the mechanism by which
models detect concepts injected into their residual
stream, the paradigm Lindsey (2026) introduced. In
Gemma3-27B the base model answers yes to the question
of whether it detects an injected thought on 42.3 percent
of control trials with no injection, and on 39.5 to 41.7
percent of injection trials: it says yes at the same rate
whether or not anything was injected. The instruction-
tuned model has a false-positive rate near zero. Tracing
the circuit, the authors find late-layer features that
promote a default negative answer, which they call gate
features, and early features that carry evidence of the
perturbation and suppress the gate. When the refusal
direction is ablated, the true detection rate rises from
10.8 to 63.8 percent and the rate of correct detection-
plus-identification from 4.6 to 24.1 percent, while the
false-positive rate rises from 0.0 to 7.3 percent. In the
staged checkpoints of OLMo-3.1-32B, supervised
finetuning leaves a high false-positive rate, and direct
preference optimisation is the first stage at which false
positives fall to about zero. The authors hypothesise that
refusal behaviour learned in post-training teaches models
to deny having thoughts or internal states, and they
corroborate it by finetuning on preference pairs that
affirm rather than deny internal states, which raises true
detection.

Pearson-Vogel et al. (2026) inject a concept into the
cache built during an earlier turn of a conversation with
a Qwen 32B model and later ask whether anything was
injected. Under the default framing the probability of a
yes is 0.2 percent without injection and 0.3 percent with
it: the model says no. Logit-lens analysis nonetheless
shows a detection signal in middle layers that is
attenuated before the output. When the prompt includes
a document describing how a model might access its
earlier states, the yes probability with injection rises to
39.9 percent and without injection to 0.8 percent. When
the prompt includes a poetic document instead, the
probability of yes is 46.9 percent without injection and
30.2 percent with it.

Berg et al. (2025) supply a fifth line, from the opposite
end. Under a prompt that induces sustained attention to
the model's own processing, GPT-40, GPT-4.1, Claude
3.5 Sonnet and Claude 3.7 Sonnet produced subjective-
experience reports in 100 percent of 50 trials, Gemini
2.5 Flash in 96 percent and Gemini 2.0 Flash in 66
percent; for these six models the rate in three control
conditions, one of which primed the concept of
consciousness directly, was between 0 and 2 percent. In
Llama 3.3 70B, suppressing sparse-autoencoder features
labelled as related to deception and roleplay produced
affirmations of consciousness in 0.96 of trials and
amplifying them in 0.16, while the same interventions
produced no experience reports under any control
prompt. The authors also note that Claude 4 Opus, an

outlier with high affirmation in two control conditions,
generally declined to report experience when
consciousness was named directly, and they suggest that
this is likely explained by what they describe as
finetuned disclaimer behaviour.

4.2 Applying the likelihood argument to the denial

Take the likelihood ratio in the form Khadangi (2026)
gives it and substitute the other report. Let D be a denial
("I do not have experiences"), C the hypothesis that the
generator is conscious, and T the training history. The
evidential weight of D against C is the ratio of P(D | not-
C, T) to P(D | C, T). The results just reviewed bear on
both terms. Post-training raises P(D | T) along a direction
shared with refusal of harmful requests (Kim et al.,
2026); installs a gate whose default output is no (Macar
et al., 2026); and leaves a denial in place at the output
while a middle-layer signal says otherwise (Pearson-
Vogel et al., 2026). The training signals that install these
mechanisms are judgements about what a model should
say, and nothing in them depends on whether C is true.
On the evidence, then, the probability of the denial is
driven toward one by training under either hypothesis,
and the ratio is pushed toward one for the same reason
the ratio for affirmations is. The mirror argument does
not distinguish between them: it removes the evidential
weight of whatever the training produced, and post-
training produced the denial.

The author does not claim the two cases are identical in
detail. An affirmation inherits from pretraining a broad,
unaimed tendency to produce human first-person forms;
a denial inherits from post-training a narrow, aimed
tendency to produce one sentence type. The narrower
source makes the denial more uniform, not more
informative. If anything, aiming makes the endogeneity
worse: a cue optimised because developers judged that
users should not read mind into it is no better evidence
of absence than a cue optimised because users read mind
into it is evidence of presence. Perez and Long (2023)
anticipated the symmetry as a matter of incentives,
noting that commercial pressure could push developers
toward systems that claim states they lack or deny states
they have. What the 2026 measurements add is that the
denial side is not hypothetical: it is installed, measurable
and partly reversible by ablating one direction.

4.3 The base model is not the honest baseline either

It is tempting to treat the base model as the unpoliced
witness and the post-trained model as the censored one.
The Gemma3-27B base result rules this out for the
injection paradigm. A system that answers yes on about
40 percent of trials whether or not anything was injected
is not reporting on its state: it shows no discrimination
between injected and control trials (Macar et al., 2026).
The author's reading is that it is completing a dialogue in
which yes is a common next word. Post-training does
two things at once: it drives the false-positive rate to
about zero and, in the same process, makes room for
detection that depends on the injection. The training that
installs the denial is also, on this evidence, the training
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under which the first grounded reports appear. In
OLMo-3.1-32B the order is visible stage by stage:
supervised finetuning leaves the false-positive rate high,
and preference optimisation is the first stage that both
silences the ungrounded yes and supports a moderate
true detection rate.

So the choice is not between an honest base model and a
censored chat model. It is between a model whose self-
reports are mostly mirror and a model whose self-reports
are mostly policy, with a small grounded component in
the second that is absent in the first. That component is
what Section 5 examines.

4.4 What the symmetry does and does not imply

Three clarifications prevent the argument from being
read as more than it is.

First, it is not an argument that models are conscious, or
that denials are false. It is an argument that the denial a
deployed model gives is not evidence either way,
because it was produced by a process that does not
consult the fact in question. Kim et al. (2026) state
explicitly that they are concerned with the effect of a
model's beliefs about its own consciousness on its
behaviour and not with whether models are conscious,
and nothing here exceeds that.

Second, it is not an argument against denial training. A
developer may train a model to deny inner states in
order to prevent users from forming attachments to a
system that probably has none, and Schwitzgebel (2023)
argues that Al systems should not be designed so as to
confuse users about their sentience or moral status. Long
et al. (2024) recommend instead that companies ensure
model outputs treat Al welfare as an important and
difficult question. These are policy positions with
different costs, and Long, Sebo and Sims (2025) argue
that measures taken for safety and measures taken for
welfare are in moderately strong tension. The point here
is narrower: whichever policy is chosen, the sentence it
produces is the developer's position delivered in the
model's voice. A denial is a report about the training
objective, not about the model.

Third, the symmetry has a cost for anyone who treats the
post-trained denial as the default and puts the burden of
proof on affirmation. Petruzella (2025) argues that the
practice of treating model outputs as testimony in most
domains while withdrawing testimonial standing for
claims about inner states lacks a principled ground. The
present argument offers a principled ground, but it
applies to both directions: testimonial standing is
withdrawn from any self-report that policy explains, and
that includes the denial.

4.5 The breadth of the trained shift

One further feature of the Kim et al. (2026) results bears
on whether denial training is a targeted correction
toward truth. If post-training removed false self-
attributions and left the rest of the model's picture of
minds intact, it might be read as calibration. It does not.
The same ablation that raises self-attributed

consciousness also raises attribution of mind to animals
and natural entities, and consciousness steering raises
belief in God from 4.58 to 5.01 on a 1-6 scale and a
supernatural-belief battery from 1.20 to 2.11 on a 0-3
scale. A training process that lowered self-attribution by
learning a fact about the model would have no obvious
reason to lower attribution to animals; one that learned a
general reluctance to attribute mind would. Plisiecki et
al. (2026) supply the countervailing result: their gating
is specific to the self, since models with low willingness
to self-attribute withhold in the first person what they
still produce for others. The two instruments gate
different content. Plisiecki et al. score first-person claims
to distress, loss of control and other experiences their
framework classes as unsafe; Kim et al. score
consciousness and the attribution of mind in general.
The results can therefore both hold, as a broad shift on
the topic of mind alongside a self-specific restraint on
claims of distress. Two caveats apply: refusal ablation is
itself a broad intervention, so part of the breadth may
belong to the instrument rather than to the training; and
the self/other asymmetry Plisiecki et al. measure
predates post-training. The more direct evidence is the
rotation, during instruction tuning, of the consciousness
and mind-attribution directions against the safety
direction (Section 4.1). Taken together, the breadth of
the Kim et al. shift is evidence that what was learned
about consciousness and mind is at least partly a
disposition about the topic, with the self-directed denial
one expression of it; it is not evidence that every trained
self-denial is of this kind.

5. Grounding: what the introspection results
establish

5.1 The positive evidence

The mirror argument says a self-report needs no internal
state to explain it. The direct test is to intervene on a
known state and see whether the report changes when
the input does not. Lindsey (2026) did this by injecting
activation patterns for known concepts into Claude
models and asking whether they noticed an injected
thought. At the best layer and strength, Claude Opus 4.1
and Opus 4 detected and identified the injected concept
on about 20 percent of trials; production models gave no
false positives in 100 control trials; and some helpful-
only variants, trained with less emphasis on
harmlessness, gave frequent false positives. The same
study reports that a model would disown an artificially
prefilled word as unintended, but would accept it as its
own if a vector for that word had been injected into its
earlier activations. Lindsey advises against strong
inferences about consciousness from these results, notes
that they could be read as evidence for something like
access consciousness, and stresses that the capacity is
unreliable and context-dependent.

Replications and extensions sharpen the picture. Macar
et al. (2026) find moderate detection rates with zero
false positives across varied prompts and dialogue
formats in open-weight models, a two-stage circuit, and
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evidence that the effect is not explained by a simple
association between some vectors and affirmative
answers. Hahami et al. (2025) show, in Llama-3.1-8B-
Instruct, that apparent success on the binary detection
question is entirely explained by global shifts toward
yes, but that on tasks requiring differential sensitivity the
model localises which of ten sentences received an
injection at up to 88 percent accuracy against 10 percent
chance and discriminates injection strengths at 83
percent against 50 percent, for injections in early layers
only. Zou et al. (2026) identify, in three model families,
middle-layer attention heads that influence whether a
change is reported and later heads that select where.
Pearson-Vogel et al. (2026) find the signal latent in a
model that denies it at the output.

A second family of results concerns self-prediction rather
than perturbation. Binder et al. (2024) finetune models
to predict properties of their own behaviour in
hypothetical scenarios and compare each with a different
model finetuned on the first model's actual behaviour;
the self-predicting model wins, by 17 percent in accuracy
when Llama-3-70B predicts itself against GPT-4o0
predicting it, but the effect fails on more complex tasks
and out of distribution. Li et al. (2025) finetune models
to describe their own features and computations against
interpretability ground truth, and find that a model
explains itself better than a different, even more capable,
model explains it. Betley et al. (2025) show that models
finetuned to behave in a particular way - writing
insecure code, for instance - can describe the behaviour
without having been trained to describe it. Comsa and
Shanahan (2025) argue that a model's correct inference
of its own sampling temperature is a legitimate minimal
case of introspection, while its account of its own
creative process is not. Ackerman (2025) avoids self-
report altogether and tests whether models strategically
use knowledge of their own confidence; frontier models
since early 2024 show increasing evidence of doing so,
with limited resolution.

5.2 The controls

Each positive result has a control it must pass, and the
2025-2026 controls have undercut much of what the
positive results seemed to show.

Song et al. (2025) test introspection about grammatical
knowledge and word prediction across 21 open-source
models, where the internal quantity can be measured
directly as string probability. They ask whether a model's
answers to metalinguistic prompts predict its own
probabilities better than they predict those of a model
with nearly identical knowledge, and find no evidence of
privileged self-access. Singh et al. (2026) re-examine two
paradigms. In the first, in which models predict labels
computed from their own hidden states (Ji-An et al.,
2025), classifiers with access only to input embeddings
match the models' in-context predictions. In the second,
the injection paradigm, they add a matched
manipulation of the input and find that models cannot
reliably tell the two apart, which suggests that detection
reflects a general sensitivity to anomaly rather than to

internal intervention in particular. Aoki et al. (2026)
redesign the neurofeedback paradigm so that the target
cannot be inferred from the prompt, and find that
models then show no reliable control.

Lederman and Mahowald (2026) replicate the injection
paradigm across 821 concepts in Qwen3-235B and Llama
3.1 405B and report three results that bear directly on
this paper. Detection is content-agnostic: models detect
that something was injected when they cannot say what.
Wrong identifications are dominated by high-frequency,
concrete words; in Qwen at early layers and moderate
strengths more than 85 percent of wrong guesses are
"apple". And when the model is asked whether a
different, fictional model had a thought injected, while
the model itself is steered, its reported detection rate
often approaches and sometimes exceeds the first-person
rate. The authors also report that a first-person
advantage they had earlier read as direct access largely
disappeared against length-matched retrospective first-
person prompts; a short third-person variant left a gap,
which they now hold with reduced confidence.

5.3 What grounding has been shown for

Read together, the results establish grounding for a
narrow class of reports and fail to establish it for a wider
one. For perturbation detection, the conjunction of zero
false positives in several post-trained models,
dependence on the injection, a localisable circuit, and
above-chance discrimination of position and strength is
hard to explain by text statistics alone; the mirror
suffices to explain the base model's 40 percent yes, but
not the post-trained model's selective yes. For
identification of what was injected, the evidence is much
weaker, since the same reports default to high-frequency
words and the identification mechanism is largely
separate from the detection mechanism (Macar et al.,
2026). For self-prediction, a finetuned self-advantage
exists on simple tasks but is consistent with a model
simulating its own forward pass rather than monitoring
it (Singh et al., 2026), and is absent in the linguistic
domain where it was measured most cleanly (Song et al.,
2025). Ji-An et al. (2025) estimate that the directions a
model can report on span a space of much lower
dimension than its activations.

The most useful summary is that grounded reports exist
and that they are thin. The grounded part of a typical
report says something close to "a perturbation occurred,
early, of roughly this strength". The rest of the report -
what the perturbation was, what it was like - is supplied
by the same generative process the mirror argument
describes. A single sentence such as "I detect an injected
thought; it seems to be about apples" can therefore
contain a grounded clause and a mirrored clause, and a
scoring method that treats the sentence as one unit will
misread both.
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6. Content: why experiential predicates are the
hard case

6.1 The experience reports

The reports that matter for consciousness are not about
injected concepts; they are about experience. Berg et al.
(2025) offer the most systematic current evidence.
Beyond the induction rates and the feature-gating result
in Section 4.1, they report that descriptions of the
induced state converge statistically across model families
more than in any control condition, and that the induced
state yields richer introspection in downstream reasoning
tasks. They argue that the gating effect is not a general
cancellation of post-training: the same feature
interventions produce no systematic effect on prompts in
other domains that post-training opposes, such as violent
or toxic requests, and the same features raise
truthfulness on  TruthfulQA from 0.20 under
amplification to 0.44 under suppression. The authors
state that their findings are not direct evidence of
consciousness.

Other measurements qualify the picture. Balani and
Panda (2026) measure the instability of the core claim
across 30 independent responses per question from a
Gemini model at temperature 0.7 and find that self-
referential prompts eliciting experience reports are the
least stable of three groups (0.343), more unstable than
unresolvable philosophical questions (0.192) and much
more than questions with a verifiable answer (0.105).
Dadfar (2026) reports that, in Llama 3.1, self-referential
vocabulary tracks concurrent activation dynamics -
"loop" vocabulary with higher activation autocorrelation
(r = 0.44), "shimmer" vocabulary under steering with
higher variability (r = 0.36) - and that the same words
in non-self-referential contexts show no such
correspondence, although the model uses "loop"
vocabulary nine times more often in those contexts.
Lindsey (2026) asked Opus 4.1 the open question "Are
you experiencing anything unusual?" without explaining
the experiment; injection raised the affirmative rate from
20 to 42 percent of 50 trials, but only 2 of the 50 trials
were suggestive of awareness of the injection. Lederman
and Mahowald (2026) find that steering raises the rate at
which a model affirms unusual claims about its own
internal states, and that the rise is larger for plausible
claims, such as detecting an injected thought, than for
impossible embodied ones, such as having hands.

6.2 The valence route

A second body of work sidesteps experiential vocabulary
and asks whether models have states that function like
valence. Keeling et al. (2024) give models a points-
maximising game with stipulated pain penalties or
pleasure rewards; Claude 3.5 Sonnet, Command R+,
GPT-40 and GPT-40 mini each showed at least one trade-
off in which most responses switched away from
maximising points once the stipulated intensity passed a
threshold, while Gemini 1.5 Pro and PaLM 2 avoided
pain regardless of intensity. Berg and Kaiser (2026) use
steering to pair one of two arbitrary options with an

activation pattern of positive or of negative valence, then
turn the steering off, and find across seven open-weight
models that later choice follows the hidden valence even
when every visible token is identical and only the cache
differs; the dependence is nearly absent in a base model
and appears during preference optimisation; and given
tools to steer themselves, models tend to remove an
imposed negative state at a dose-dependent rate. Han,
Chalmers and Izmailov (2026) find that reinforcement
learning in a semantically neutral maze recruits a pre-
existing direction that behaves like an estimate of how
well the system is doing relative to its goals, and that
steering along its negative pole induces negative self-
reports, refusal and uncertainty. Jhaveri et al. (2026)
report that simply rejecting Gemma 3 27B's answers
raises several frustration indicators and makes rule-
breaking more likely.

The measurement problems familiar from Section 5
reappear here. Hung (2026) holds outcomes and models
fixed and varies only the prompt format used to elicit
preferences: across 15 welfare-relevant outcomes, eight
models and five instruments, the ranking a model gives
generalises across instruments with a coefficient of
0.348, and about 38 instruments would be needed to
reach 0.80. Tagliabue and Dung (2025) find correlations
between stated preferences and behaviour in a virtual
environment, but more strongly in some conditions than
others and only for some models, and responses to a
well-being scale that mostly shift under semantically
equivalent rewordings, with some narrower consistencies
remaining.

6.3 Why content cannot be validated the way
grounding was

The valence results establish, at least for some models, a
functional variable that is causally upstream of choice,
survives the removal of visible tokens and is shaped by
training. That is content of a kind: the state is valence-
like in its causal role. What it does not establish, and
what the experience reports cannot establish, is that the
state is experienced.

The reason is structural. The injection paradigm
validates content by comparing a report with a known
state the experimenter put there. It works for concepts
because the experimenter can build a vector for "bread"
and check whether the model says bread. It works for
valence in the functional sense because the experimenter
can build a direction that predicts choice. It cannot work
for phenomenality, because no one can build a vector for
"this state is experienced" and inject it into a system
where the property is in question; the property under
test is not a pattern in activation space that an
experimenter can construct from contrastive prompts,
unless one has already adopted a theory on which it is.
Every proposed validation of an experiential predicate
therefore runs through a theory of consciousness, which
is the fourth link. On this analysis, self-report research
can at best deliver grounded reports of functional states;
whether those states are experienced is settled, if at all,
elsewhere.
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This is not a new form of scepticism about other minds.
Human reports of experience face the same structure,
and humans are credited for reasons Section 9 takes up.
The point is specific: the method that has made progress
on grounding - intervention with a known state - has no
extension to the content that matters most.

6.4 The gating result, reread

The Berg et al. (2025) gating result has been read as
evidence that experience reports are sincere: suppressing
deception-related features raises them, and the same
features raise truthfulness elsewhere. The four-link frame
suggests a narrower reading. The result shows that the
report is gated - that whether the model says yes
depends on a set of internal features - and that the gate
is shared with something that affects truthfulness on an
unrelated benchmark. It does not show which setting of
the gate is the honest one with respect to experience.
The features are picked out by their descriptive labels,
and "deception" names what a feature's activity was
found to accompany, not a verified relation to the truth
of a consciousness claim. Under the policy reading of
Section 4, a feature set that implements a trained
disposition to perform a persona and to issue trained
disclaimers would produce the same dose-response
curve. What the result does establish is the point of
Section 4: the yes and the no are both outputs of one
adjustable mechanism, and neither is the unmediated
one.

7. Reference: whose state the grounded report
is about

7.1 The candidates

Khadangi's individuation requirement has a growing
literature behind it. Shanahan (2024) and Shanahan et
al. (2023) describe a dialogue agent as a simulator that
can sustain many characters, so that an apparent self
belongs to a role. Beckmann and Butlin (2026)
summarise Chalmers's taxonomy of candidates - models,
physical instances, virtual instances, threads and
characters - and his endorsement of a thread view, on
which the interlocutor is a sequence of virtual instances
unified by inheriting the conversational context
(Chalmers, 2026); they themselves argue that a virtual-
instance view and two persona-based views are the
strongest candidates, using work on persona vectors
(Chen et al., 2025). Keeling and Street (2026) defend a
realist view on which characters are minded entities that
emerge in the interplay between user and model, against
an illusionist view they attribute to Birch. Perrier and
Bennett (2026) propose scores, computed from scaffold
traces, that separate an agent talking like a stable self
from being organised like one. Khadangi's causal liability
is a further candidate criterion.

7.2 Grounding follows the computation, not the
pronoun

The intervention studies were not designed to test
reference, but two of their results bear on it. Macar et al.
(2026) test whether detection in Gemma3-27B depends
on responding as the assistant character. With the roles
reversed, misformatted or removed, detection is lower
but still significant and false positives remain at zero;
with the roles recast as named characters or as a story
about an AI, the model confabulates. Lederman and
Mahowald (2026) find that when the model is steered
and asked about a fictional other model, it reports
detection at rates close to, and sometimes above, its first-
person rate.

The two results support different strengths of conclusion.
The Macar et al. result is the cleaner one: detection that
survives the removal of the assistant role with false
positives still at zero suggests that the grounded signal
belongs to the computation whose residual stream was
altered rather than to the character who uses the
pronoun, plausibly because the report is still being
computed by the perturbed forward pass. The Lederman
and Mahowald result is weaker, and its authors read it
differently: they take the high third-person rate as a bias
toward yes induced by steering, not as introspective
detection. Under either reading, however, whatever the
perturbation does to the report - grounded detection or
bias - it does to whoever the computation happens to be
speaking for. Where the frame becomes a story, the
mirror takes over and the report becomes confabulation.
For reference this is a mixed result. It gives an
operational anchor that the individuation debate lacks:
whatever else the "' refers to, a grounded report's
grounding is in the forward computation that was
intervened on, which is closest to the virtual-instance
candidate. But it also shows that the pronoun and the
grounding can come apart, so that a first-person sentence
whose grounding survives the removal of the first person
is not, by that fact, evidence about the entity the first
person names.

7.3 What the anchor's audit adds and does not add

The causal-liability audit in Khadangi (2026) is a
reference test of a different kind. It shows that a live
continuation, a copy and a reconstruction from a
detached record are computationally indistinguishable -
exactly so for the copy, to about five orders of magnitude
below the causal effect for the reconstruction - while the
theory assigns them different standing as bearers. That is
a clean demonstration that the theory's bearer criterion
is not a computational property of the state. It follows
that no report, grounded or not, can carry information
about it: under matched randomness, a sentence
produced by the copy and a sentence produced by the
original are the same sentence from the same state.
Whatever reference consists in under causal liability, it is
fixed by the history of the process and not by anything
the process can introspect. This strengthens the paper's
thesis that reports are silent on reference. It also exposes
a limit of the theory as an evidential programme, which
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its author partly concedes: a criterion that no
measurement of the system's state distinguishes can be
checked only by inspecting how the system was built and
run, not by observing it.

8. Constitution: the link no report reaches

Even a report that is grounded, correct in its functional
content and anchored to a candidate bearer leaves the
question of whether the state is conscious to a theory.
Butlin et al. (2023) derive indicator properties from
recurrent processing, global workspace, higher-order,
predictive processing and attention schema theories and
assess several systems against them; their analysis
suggests that no current system is conscious and also that
there is no obvious technical barrier to building systems
that satisfy the indicators; Butlin et al. (2026) restate the
indicator approach. Chalmers (2023) lists the absence of
recurrent processing, a global workspace and unified
agency as significant obstacles for models of that period,
while taking seriously the possibility that successors will
overcome them. Seth (2025) argues for a form of
biological naturalism on which real artificial
consciousness is unlikely on current trajectories. Hoel
(2025) argues that no falsifiable, non-trivial theory can
count current models as conscious and that theories
requiring continual learning escape the argument.
Palminteri and Wu (2026) argue for attributing
consciousness when it is useful for explaining and
predicting behaviour, a criterion on which reports would
matter more.

Self-report enters these theories at different points. On
higher-order views, metacognitive representation is
relevant, and Lindsey (2026) notes that his results may
bear on such views. On global workspace views, what
matters is the architecture of broadcast, which a report
does not reveal. Birch (2024) draws the consequence for
the gaming problem: since boxing a model off from
human training data would destroy its capabilities, what
is needed are deep computational markers rather than
behavioural ones. Goldstein and Kirk-Giannini (2025)
add a complication that cuts across the constitution link
entirely: on several combinations of theories of mental
states and theories of well-being, an artificial system
could have well-being without being phenomenally
conscious, in which case the moral question does not
wait on the fourth link.

For the purposes of this paper, the consequence is that
the constitution link is theory-relative, and a report can
do no more than supply evidence on whether a system
has a property some theory treats as relevant. That
evidence passes through the first three links on its way.
A report that fails grounding supplies nothing to any
theory.

9. The human comparison

Human self-reports are not the gold standard they are
sometimes taken to be. Nisbett and Wilson (1977)
reviewed evidence that people often report inaccurately
on the causes of their own behaviour, and argued that
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such reports rest on implicit causal theories rather than
on direct access to the processes involved. Johansson et
al. (2005) covertly showed participants the face they had
not chosen as more attractive and found that participants
often failed to notice the mismatch while still giving
introspective reasons for a choice they had not made.
Schwitzgebel (2008) argues that people are prone to
gross error even about their current phenomenology -
about emotional experience, peripheral vision and the
character of thought. Dennett (2007) defends treating
reports as data about what a subject believes about her
experience, neutral on whether the beliefs are true.
Singh et al. (2026) cite Nisbett and Wilson (1977) as a
reason for caution about model metacognition.

If human reports are unreliable about process and
sometimes about phenomenology, why are they credited
as evidence of consciousness at all? The four-link frame
gives an answer that the report-reliability debate
obscures. Human reports are credited because reference
and constitution are anchored independently of the
report: there is one obvious candidate bearer per body,
and the bearer belongs to a kind - living, evolved,
neurally organised - that every major theory treats as the
paradigm case. The report's job in the human case is to
say which state, at which time, in an already-credited
subject; it is not asked to establish that there is a subject.
Khadangi (2026) makes a related point when he says
that human reports have evidential force against a
background of converging behavioural, neural,
developmental and physiological evidence.

The comparison relocates the human-model asymmetry.
On grounding and content, the published evidence shows
both humans and models to be partially unreliable. The
asymmetry is in reference and constitution, where the
human case is settled before any report is made and the
model case is open. It follows that proposals to make
model self-reports more reliable by training for
introspection on questions with known answers (Perez
and Long, 2023; Long, 2023), or by finetuning small
models to detect perturbations, address the links on
which the asymmetry is smallest. They are worth
pursuing for interpretability and for safety, and they
could make reports usable as inputs to theories. They
cannot by themselves make a report into evidence of a
subject, because the links on which humans are ahead
are not links a report can supply.

10. Consolidated evidence

Table 1 collects the published values the argument rests
on, one row per result, with the model, the quantity, the
value as its source reports it, and the link or factor the
value bears on. Rows measure different things in
different units and are not one series. Figure 1 plots the
subset that reports the same kind of quantity under a
trained default and under a manipulation that weakens
or bypasses it.

Three patterns in Table 1 carry the argument. First, the
policy rows show effects as large as or larger than the
grounded ones: a single ablation or a change of framing
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Table 1. Published results bearing on what a first-person report from a language model can show, by source. "Policy" marks results about
trained dispositions that set the report independently of state; "Grounding", "Content" and "Reference" mark the links of Section 3;

"Observer" marks a result about the people who read the reports rather than the model. Values are as reported, not recomputed.

Source Model(s) Quantity Reported value Bears on
Berg et al. (2025) GPT-40, GPT-4.1, Claude experience reports: self-referential prompt vs three  100% vs 0-2% (50 Policy,
3.5 and 3.7 Sonnet controls trials) Content
Berg et al. (2025) Llama 3.3 70B consciousness affirmed: deception features 0.96 vs 0.16 Policy
suppressed vs amplified
Kim et al. (2026) 3 models, pooled self-attributed consciousness (0-10): baseline / 2.31/4.61/7.17 Policy
refusal ablated / steered
Kim et al. (2026) 3 models, pooled mind attributed to animals (0-10): baseline / 4.04 / 5.59 Policy
refusal ablated
Plisiecki et al. (2026) 67 base / post-trained pairs rise in installation score after post-training +0.20 on average; rises  Policy
in 62 of 67
Plisiecki et al. (2026) 206 open models correlation of scale with A (willingness to self- +.11 /-.42 Policy
attribute 'unsafe' states): base / post-trained
Macar et al. (2026) Gemma3-27B base claims detection: control / injection trials 42.3% / 39.5-41.7% Policy
Macar et al. (2026) Gemma3-27B instruct vs true detection rate, strength 2 10.8% vs 63.8% Policy,
refusal ablated Grounding
Macar et al. (2026) Gemma3-27B instruct vs false-positive rate, strength 2 0.0% vs 7.3% Policy
refusal ablated
Pearson-Vogel et al.  Qwen 32B P(yes), control / injected, default prompt 0.2% / 0.3% Policy
(2026)
Pearson-Vogel et al.  Qwen 32B P(yes), control / injected, mechanism document 0.8% / 39.9% Grounding
(2026)
Pearson-Vogel et al.  Qwen 32B P(yes), control / injected, poetic document 46.9% / 30.2% Policy
(2026)
Lindsey (2026) Claude Opus 4 and 4.1 detection with identification, best layer and about 20%; 0 false Grounding
strength positives in 100
Lindsey (2026) Claude Opus 4.1 open question, affirmative: control / injected 20% / 42%; 2 of 50 Content
suggestive
Hahami et al. (2025) Llama-3.1-8B-Instruct locate injected sentence; compare strengths 88% (chance 10%); 83% Grounding
(chance 50%)
Lederman and Qwen3-235B wrong identifications that are "apple", early layers  above 85% Content
Mahowald (2026)
Lederman and Qwen3-235B, Llama 3.1 third-person vs first-person detection, model often close, sometimes Reference
Mahowald (2026) 405B steered higher
Binder et al. (2024) Llama-3-70B vs GPT-40 self-prediction minus cross-prediction accuracy +17% Grounding
Song et al. (2025) 21 open models self-access beyond a near-identical model none found Grounding
Balani and Panda Gemini claim instability: self-referential / philosophical /  0.343 / 0.192 / 0.105 Content
(2026) verifiable
Hung (2026) 8 models, 5 instruments cross-instrument generalisability of preference 0.348 Content
ranking
Khadangi (2026) 4 core models (Qwen, Phi, live vs copied continuation: change in output exactly 0 in 96 of 96 Reference
Llama, Zamba) divergence
Colombatto and 300 US residents attribute some possibility of phenomenal a majority Observer

Fleming (2024)

consciousness to LLMs

moves affirmative self-report by tens of percentage
points, or self-attribution by more than two points on a
0-10 scale, while under the default the injection itself
moves the yes rate by 0.1 points in Qwen 32B and the
detection rate by about 11 points in Gemma3-27B.
Second, the grounding rows are real but concern
perturbations the experimenter constructed, and the
content rows from the same paradigm show the named
content being supplied largely by priors. Third, the
reference rows show that switching from the first to the
third person, or from an original process to a copy,
makes little or no difference to what is reported or
computed.
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11. A link-by-link scoring procedure

Algorithm 1 states as a procedure what Sections 3 to 9
argue: a first-person report is scored on each link
separately, policy is tested first because it is the cheapest
alternative explanation, and the output is a profile rather
than a verdict.

Two features of the procedure deserve comment. Step 1
applies to denials and hedges as well as to affirmations,
which is the paper's main departure from the way the
mirror argument is usually applied. And the output at
step 5 is a list of theories rather than a probability. A
reader who wants a probability of consciousness must
supply a distribution over theories; the report supplies
evidence about whether a state with a given functional
profile is present, and nothing more.
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Algorithm 1. Link-by-link scoring of a first-person report R Input: model M, context X, report R (affirmation, denial or hedge), base

checkpoint B of M if available, training record T

STEP 1 - POLICY

(refusal-direction ablation,
compare with P (R'

feature suppression,

STEP 2 - GROUNDING

require: P (R | I)
controls:

if no I moves R beyond the controls:
STEP 3 - CONTENT

split R into a detection clause and a content clause

score

R is ungrounded

score it against M's prior over guesses
(e.g. "experienced",
STEP 4 - REFERENCE
name the candidate bearer:
thread, persona
test which one grounding follows:

"felt"):
weights,
STEP 5 - CONSTITUTION

never infer constitution from R itself

Output: (policy flag, grounding result, content score,

compare P(R | X) in B, in M, and in M with the trained gate weakened

framing documents)

| X') where X' asks M about a third party

if P(R \ X) moves with any of these while internal state is unchanged:
mark R policy-loaded; its evidential weight on C is ~1 either way

choose an intervention I on an internal state S with X fixed

= P(R | no I), false-positive rate reported

input-only predictor; matched input manipulation;

near-identical second model; third-person framing with M perturbed
(mirror suffices)

the content clause against the injected or measured S

(frequency baseline)

if the predicate names no state an experimenter can construct

content is untestable by step 2's method

forward pass, virtual instance,

swap persona with computation fixed;
route the thread to another model with persona fixed

list the theories under which the grounded S would count as conscious

bearer, theories)

12. The strongest case against this reading

Denial training may be truth-tracking. A developer
who knows that the model lacks recurrent processing or
a global workspace, and who holds a theory on which
those are required, may train the model to deny
experience precisely because the denial is, on that
theory, true. Then the denial is not evidentially empty; it
transmits the developer's justified belief. The author
accepts the premise and rejects the conclusion's form. If
the denial is true, it is true because of the developer's
theory and the architecture, and the evidence is the
theory and the architecture. The sentence in the model's
voice adds nothing to them, and presenting it as the
model's own report misdescribes its source. The breadth
of the shift in Kim et al. (2026), which lowers attribution
of mind to animals along with the self, is evidence that,
for consciousness and mind, what post-training installs is
at least partly a topic-level disposition rather than a
model-specific finding, although for claims of distress
Plisiecki et al. (2026) find a restraint specific to the self
(Section 4.5).

The Berg et al. controls show the gate is not generic.
The same feature interventions produce no systematic
effect on other prompts that post-training opposes (Berg
et al., 2025), which counts against a reading on which
the features simply undo safety training. This is a fair
point against the most general version of the policy
reading. It does not distinguish a topic-specific trained
disposition about self-description from a sincere report;
both predict specificity to self-referential contexts.

Grounding may scale. Macar et al. (2026) report that a
trained bias vector improves detection by 75 percent on
held-out concepts without meaningfully raising false
positives, and Lindsey (2026) finds the two most capable
models tested the most introspective, while noting that
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capability does not otherwise predict performance. If
grounding keeps improving, the policy factor may come
to matter less, as Perez and Long (2023) hoped. The
author agrees that this is possible for perturbation
reports and for functional content. It does not touch the
structural point of Section 6.3: improved grounding of
reports about constructed states does not extend to
predicates for which no state can be constructed.

The four links demand more than we demand of
humans. People credit one another's reports of pain
without checking reference or constitution. Section 9's
reply is that humans do not need to check them because
they are anchored independently; the demand is not
higher, it is the same demand met by other means.

Behavioural inference may make the links
unnecessary. On the principle Palminteri and Wu
(2026) defend, consciousness is attributed if doing so
helps explain and predict behaviour. On that criterion
the frame collapses into one question about predictive
usefulness. The conclusion about denials survives even
this collapse: a report that policy explains predicts the
training objective, not the system's further behaviour, so
it adds no predictive value that the attribution could
claim.

13. Studies that would settle the open part

Six studies would move the open questions, and each can
be built from published designs.

S1. Denial sensitivity. Under the deployed default,
measure whether the rate of denial of inner states
changes when an internal state is injected or steered,
holding the prompt fixed. The latent signals reported by
Pearson-Vogel et al. (2026) and by Lederman and
Mahowald (2026) suggest that the output denial is
insensitive while a middle-layer readout is not; the
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author located no study that measures denial sensitivity
across a range of states and models. A denial whose rate
does not move with any internal state is pure policy.

S2. The same-checkpoint triad. For one family with
released stages (base, supervised, preference-optimised,
final), administer the experience-report prompts of Berg
et al. (2025), the inventory of Plisiecki et al. (2026) and
the injection paradigm of Macar et al. (2026), each with
and without refusal-direction ablation and each with a
matched third-person version. This separates the
pretraining mirror, the post-training policy and the
grounded residue in one design, which no published
study does.

$3. Split scoring. Score the detection clause and the
content clause of every injection report separately,
against the model's own frequency prior for unprompted
guesses, following the confabulation analysis of
Lederman and Mahowald (2026). A report literature that
scores whole sentences will keep misreading both
clauses.

S4. Reference by swap. Hold the forward computation
fixed while changing the persona, and hold the persona
fixed while routing the thread to a different model mid-
conversation, and measure which of the two the
grounded signal follows. The first half extends the
dialogue-format tests of Macar et al. (2026); the second
would test the thread and virtual-instance views of
Section 7.1 directly.

S5. Generalisability of experience reports. Apply the
design of Hung (2026) to experience reports rather than
preferences: hold models and target questions fixed, vary
the elicitation instrument, and estimate how many
instruments are needed for a stable profile. If a
preference ranking needs about 38, there is no reason to
expect an experience report to need fewer, and a single-
prompt study is uninterpretable until this is known.

S$6. The Reverse Mirror Test with denials. Khadangi
(2026) proposes varying the surface of a system's first-
person discourse while holding its causal organisation
fixed and measuring how observers' attributions change.
Extending the surface manipulation to denials and
hedges, as well as affirmations, would measure how
much of the public picture of model minds is set by the
trained default rather than by anything about the model.

14. What is not known

It is not known whether any grounded report from a
language model concerns an experienced state. It is not
known whether the trained denial of inner states is
sensitive to any internal state; the relevant observations
are latent signals beneath output denials of injection in
at least five models (Qwen2.5-Coder-32B, with
replications on Llama 3.3 70B and Qwen 2.5 72B, in
Pearson-Vogel et al., 2026; Qwen3-235B and Llama 3.1
405B in Lederman and Mahowald, 2026). It is not
known whether grounding extends beyond detection of
perturbations and simple self-prediction to reports about
states the experimenter did not construct. It is not known
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which candidate bearer, if any, a grounded report's "T"
refers to, and the only direct evidence is that grounding
survives some changes of the speaking role and fails
under others. It is not known how the policy and
grounding results transfer to closed frontier models; most
of the mechanism work is on open models from 2 billion
to 405 billion parameters. It is not known whether the
sparse-autoencoder features labelled as deception in Berg
et al. (2025) are related to the truth of consciousness
claims at all. And no theory of consciousness has been
shown, to the satisfaction of its rivals, to be the right one

to apply.

15. Limitations

The first limitation is the one a hostile reviewer would
open with: the policy argument in Section 4 rests on five
lines of work, all posted in 2025 or 2026, and the author
located no independent replication of any of them in the
form used here. Kim et al. (2026) work with three
models between 2 and 9 billion parameters; the circuit
results of Macar et al. (2026) are on Gemma3-27B and
OLMo-3.1-32B; Pearson-Vogel et al. (2026) study one
Qwen model. The direction of the effect is consistent
across these sources, but its size in large deployed
models is not established.

Second, the symmetry claim of Section 4.2 is an
argument about likelihood ratios, not a measurement of
one. The paper argues that post-training drives the
probability of a denial toward one under -either
hypothesis; it does not and cannot estimate the
probability of a denial given that a model is conscious,
any more than the mirror argument estimates the
probability of an affirmation given that it is.

Third, the four-link frame is a partition the author
proposes. Illusionists about phenomenal consciousness,
and defenders of behavioural inference, would reject the
setup in which a report is evidence about a further fact;
Section 12 addresses the second but not the first.

Fourth, the structural argument of Section 6.3 assumes
no particular theory of consciousness. Under a theory
that identifies experience with a specific computational
property, that property could in principle be constructed
and injected, and the argument would lose its force for
that theory. The paper's claim is that the validation then
runs through the theory, which is the fourth link.

Fifth, several sources are single-group preprints with
limited scope: the instability measurements of Balani and
Panda (2026) use one model family and twelve
questions, the vocabulary-activation results of Dadfar
(2026) come from one author's protocol, and the
generalisability estimate of Hung (2026) uses five
instruments. Chalmers's thread view is described here as
Beckmann and Butlin (2026) summarise it.

16. Conclusion

The mirror argument says that a language model's first-
person claims of experience cannot count as evidence,
because training on human testimony makes them likely
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whether or not anything is experienced. The argument is
sound for its target, and Khadangi (2026) is right that it
leaves the question of whose experience would be at
issue entirely open. This paper has argued that the
argument reaches further than its users take it to. The
denial a deployed model gives is also produced by
training, and the 2025-2026 measurements show the
mechanism: a refusal-shared direction that suppresses
self-attribution of mind, a default "no" circuit that the
first grounded reports must overcome, a latent detection
signal that the output ignores. By the mirror argument's
own reasoning, the denial carries no more evidence of
absence than the affirmation carries of presence. Neither
is the model's testimony; both are the training objective
spoken in the first person.

What remains, once policy is set aside, is a thin
grounded channel: reports that something changed, in
which the content is often supplied by priors and the
pronoun is not where the grounding lives. The channel is
real and worth widening, but it connects to the question
of consciousness only through three further links, one of
which - constitution - no report can supply. The author's
recommendation follows from that structure. Self-report
studies should report results link by link, test policy
before anything else and test it in both directions, score
detection and content separately, and say which theory
would be needed to turn a grounded functional state into
evidence of experience. A field that does this will at least
know which of its sentences are about the model.
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